Stirring The Cauldron: Redefining Computational Archival Science (CAS) For The Big Data Domain

Nathaniel Payne
School Of Library, Archival, and Information Studies (iSchool)
University Of British Columbia
Vancouver, Canada
njpayne@mail.ubc.ca

Abstract— Over the past 10 years, digitization, big data, and technology advancement has had a significant impact on the work done by computer scientists, information scientists, and archivists. Together, each of these groups has contributed to unlock new areas of trans-disciplinary research that are critical for forward progression in the world of big data, while collectively spurring the creation of a new inter-disciplinary field – Computational Archival Science (CAS). Unfortunately, significant gaps exist, including the lack of a comprehensive definition of CAS. This paper closes those gaps by proposing a new, comprehensive definition of Computational Archival Science (CAS) while simultaneously highlighting key big data challenges that exist both in industry and academia. The paper also proposes important areas of future research especially in the context of big data and artificial intelligence.

Keywords—big data, computational archival science, provenance, computational science, transdisciplinarity, machine learning, artificial intelligence

I. INTRODUCTION

Over the past 10 years, digitization, big data, and technology advancement has had a significant impact on the work done by computer scientists, information scientists, and archivists [1][2]. Together, each of these groups has contributed to and challenged our understanding of the role that the disciplines of computer science, information science, and archival science play in the world of big data [3]. More importantly, each of these disciplines has individually contributed to unlock new areas of trans-disciplinary research that are critical for forward progression in the world of big data, while collectively spurring the creation of a new inter-disciplinary field – Computational Archival Science (CAS) [4]. While this new field offers great promise, in the words of Manfred Max-Neef, the movement “is still in the making”[5]. Significant gaps exist, including the lack of a collective, detailed research framework, which is essential for focused progress against many of the most challenging multi-disciplinary big data problems facing industry and academia today. What’s more, due to an argued lack of general understanding of the approach that each of the individual disciplines take when it comes to the studying of information and data, the creation of a coherent research agenda which directly addresses the emerging opportunities in science, engineering, medicine, healthcare, and business, is essential.

Thus, in an effort to address the gap and lay a foundation for research, this paper will seek to explore the role that the disciplines of computational science, information science, and archival science play in this new interdisciplinary field of Computational Archival Science (CAS). More importantly, this paper will start to identify research areas and approaches that will transform how professional and research groups approach big data management, search and mining, security, privacy, and trust. While this is indeed a difficult task, it is no doubt a critically important task that is necessary due to the new and emerging digital document and information forms that continue to challenge all areas of the big data research spectrum [6][7][8]. This clarity is especially urgent because of the fact that the notion of what a record is, what an archive is, what information is, and even what knowledge is, continues to become more complex in this new digital age [6][9]. Resolution, thus calls for a much more rigorous evaluation of the roles that each of the disciplines will play in a combined future collaborative research framework. Through this evaluation, clarity will be gained on the areas of deficiency within the current definition of Archival Computational Science (CAS), the opportunities that exist from a practical perspective, and the critical points of future work that are needed to enable the acceleration of current and future research work.

II. STARTING POINT: DEFINING COMPUTATIONAL ARCHIVAL SCIENCE (CAS)

Computational Archival Science (CAS) is currently defined as:

“An interdisciplinarian field concerned with the application of computational methods and resources to large-scale records/archives processing, analysis, storage, long-term preservation, and access, with the aim of improving efficiency, productivity and precision in support of appraisal, arrangement and description, preservation and access decisions, and engaging and undertaking research with archival material.” [4].

This definition was updated by Marciano et al (2018) with the word “transdisciplinary”:

“A transdisciplinarian field concerned with the application of computational methods and resources to large-scale records/archives processing, analysis, storage, long-term preservation, and access, with the aim of improving efficiency, productivity, and precision in support of appraisal, arrangement and description, preservation, and access decisions.” [10]

As is clear, CAS is a multi-disciplinary field that is designed to reflect emerging challenges that exist both within academia
and industry. It is a field that has many influences, continues to evolve, but has some key conceptual foundations that are critical to the three domains underlying it. One of these concepts which is critical, and which holds the key to understanding the contributions that each of the disciplines must make in the emerging big data world is “provenance”. As noted by the International Council on Archives, provenance can be defined as:

“The relationships between records and the organizations or individuals that created, accumulated, and/or maintained and used them in the conduct of personal or corporate activity. Provenance is also the relationship between records and the functions which generated the need of the records.” [11],[4].

Provenance, while misunderstood, is deeply important to each of the three disciplines discussed in this paper, with the study of provenance itself presenting a rich field for exploration in the big data world particularly given the range of open research challenges that exist. Importantly, from a bridging perspective, each of the three disciplines that form the new foundational field of CAS look at and consider provenance very differently. This difference, both prospectively and retrospectively, can be attributed to the differing core fundamental lenses that each of the disciplines takes when approaching problems faced. These differences are key to understanding the importance of transdisciplinarity to making progress within the world of big data.

III. UNDERSTANDING TRANSDISCIPLINARITY

Before diving into an analysis of the three disciplines that are both central to the evolution of CAS and arguably the entire big data research agenda, it is important to have a solid framework against which to compare the disciplines against. Thus, to explore the question of transdisciplinarity, Max-Neef’s model of disciplinary evaluation has been selected. This model provides a foundational 4 question framework that can be used to understand and evaluate each discipline and create a unifying framework for future work and new CAS definition. When utilizing this model, there are four main questions that researchers are encouraged to explore when evaluating a discipline [5]:

• **Question 1**: What must a discipline do? / “Must Do” - “How does what we propose to do contribute to understanding or doing what we must do, as a matter of values and ethics?”

• **Question 2**: What does a discipline want to do? / “Want To Do”: “How does what we propose to do contribute to understanding or doing what we want to do in support of what we must do?”

• **Question 3**: What can a discipline do? / “Can Do”: “Can we do what we must do and want to do?”

• **Question 4**: What can a discipline know? / “Can Know”: “What can we know about what we propose to do?”

In exploring Max-Neef’s work, one must pay special attention to Max-Neef’s own arguments around the lack of connectedness between many disciplines. As Max-Neef argues, strong transdisciplinarity in most disciplines is still in the making [5]. Indeed, when trying to understand the transdisciplinary nature of a new field like CAS, it is not as simple as just worrying about how to orient traditional archival studies to new and emerging digital document and information forms. This is because the notion of what a document represents and of how archives create and sustain public or collective memory are continuing to evolve [4],[6],[39],[41]. Thus, in order to create a truly transdisciplinary research agenda, unlocking solutions to current problems within the big data domain, and accelerating the discovery of new solutions that will change the way that industry and academia work within the area of big data, we begin by independently reviewing the three disciplines that make up the foundation of computational archival science, while then working to synthesize a unifying framework and create a singular definition that can be used as the foundation for a comprehensive, forward looking research agenda.

A. Understanding Archival Science

We begin our first analysis of the three disciplines with a review of archival science. Archival science is the academic and professional discipline concerned with the theory, methodology, and practice of the creation, preservation, and use of records and archives [41]. Archival science encompasses the creation, preservation, and use of records in their functional context, whether organizational or personal, and the wider social, legal, and cultural environment within which records are created and used. Within the discipline of archival science, the central problem is to ensure that records are persistent in time while also ensuring that records remain as special representations of things over time [12]. This means that the most important item to study is the archival document, also known as the record. As Duranti notes, an archival document is a document created or received by of physical or juridical person in the course of practical activity and preserved [42]. Archival documents are defined by their archival nature. In this sense, the archival nature refers to the whole of the characteristics with which archival documents are endowed by the circumstances of their creation and which are therefore natural to them. Those characteristics are authenticity, impartiality, interrelatedness, naturalness, and uniqueness [43].

In general, archivists and those working within archival science domain, want to ensure that the representations of records have longevity [4]. They are focused heavily on context and the archival bond [44]. This is because records cannot be fully understood without adequate knowledge of the activity which gave rise to them, the wider function of which that activity forms part, and the administrative context, including the identities and roles of the various participants in the activity [41]. Thus, contextual information must be captured in the records themselves or in the systems that are used to maintain them.

In addition to context, authenticity and trustworthiness are critically important within the archival science domain. Records, must have the qualities of authenticity, integrity, usability, and
reliability [45]. Thus, authenticity and integrity of records need to be guaranteed over time so that users can be confident that records are genuine and trustworthy and that no illicit alterations have been made to them. Once these qualities are established, archival science as a discipline is then concerned with using these artefacts and qualities to represent a fact that relates to an act and which exists between two or more parties. In this case, the record becomes that representation of the transaction. With this knowledge, archival science researchers and practitioners can then know authenticity [46].

B. Understanding Information Science

While archival science focuses heavily on the record and the archive, information science as a discipline takes a differing and very important focus - the human. Information science is the science and practice dealing with the effective collection, storage, retrieval, and use of information. It is concerned with recordable information and knowledge, and the technologies and related services that facilitate their management and use. [59]. More specifically, information science is a field of professional practice and scientific inquiry addressing the effective communication of information and information objects, particularly knowledge records, among humans in the context of social, organizational, and individual need for and use of information [59],[60].

From a domain perspective, the domain of information science is the transmission of the universe of human knowledge in recorded form, centering on manipulation (representation, organization, and retrieval) of information, rather than knowing information [61]. Information science often views information networks as socio-technical constructs, taking a particularly human first focus. This, without surprise, is because of the two key orientations of the discipline: 1) Toward the human and social need for and use of information pertaining to knowledge records 2) Toward specific information techniques, systems, and technologies (covered under the name of information retrieval) to satisfy that need and provide for effective organization and retrieval of information. This creates two disparate orientations for the discipline, one that deals with information need, or more broadly human information behavior, and the other that deals with information retrieval techniques and systems. These two orientations are themselves the foundation for the intellectual framework for the discipline, which Bates broke into three distinct questions that still remain relevant for today.

- The physical question: What are the features and laws of the recorded information universe?
- The social question: How do people relate to, seek, and use information?
- The design question: How can access to recorded information be made most rapid and effective?

From a practice perspective, information scientists are generally focused on understanding information communities that build up around systems and technologies, while also understanding the information behaviors that occur in a variety of settings. Information scientists want to deeply understand the human aspect of information and technology interaction while also understanding how humans interact with information, how they use it, and how they access it [15][16]. With this approach, information scientists then seek to better understand the information behaviors that exist in a wide variety of settings [17]. They then use this understanding to know how human actors process information in particular systems and thus how to optimize their experience and interaction [18].

Without question, the perspective of the information scientist and the discipline as a whole is absolutely critical. Unfortunately, it is a perspective that is missing from the current discussions around CAS due to the strong archival and computational focus and is an area that is critically important in a larger discussion of big data research. For example, advancing research around the area of social web search and mining relies on an understanding of the communities and humans that impact the social web [62],[63]. Indeed, humans and communities create meta-data that are important for analysis and linking, enabling the development of robust computational models that can be used to build large scale recommender systems and social media systems [64]. Without a strong focus on the human actor and the role of the community, it is very difficult to create precise and accurate machine learning models of communities [65]. Such accuracy and precision is critical within domains such as public health, where individual meta-data can help one determine important predictors for disease or help find other anomalies [66],[67]. Indeed, the strength of a graph network can be argued to be related to the strength of the linkages between the various nodes [68]. Without the information science lenses, these critical problems which are important to both big data research and the wider CAS domain will not move forward efficiently. This lens, is also critical to the important research going on within the big data community around human computer interaction. Understanding deeply how people use, access, and process information, as well as methods that relate to things like information foraging when information is distributed, are essential if we hope to build systems that maximize the contribution of the human actor and improve the engagement of humans with technology [69], [19], [14].

C. Understanding Computer Science

As opposed to both archival science and information science, computer science and computer scientists take a markedly different perspective. As Denning notes, computer science is the body of knowledge dealing with the design, analysis, implementation, efficiency, and application of processes that transform information. The fundamental question underlying all of computer science is what can be automated [70]. The single most central question, according to Rapaport and others, is what can be computed, and how [71]? From this starting point, four additional questions following logically that frame the computer science perspective: What can be computed efficiently, and how? What can be computed practically, and how? What can be computed physically, and how? What should be computed, and how [71]?
With the focus on computation, it is not difficult to see why computer science is often called the study of algorithms, and more broadly, the science of computation and algorithms. [72],[73],[74]. Some definitions have substituted computers for computation, since, as is argued, one needs computers in order to properly study algorithms because human beings are not precise enough nor fast enough to carry out any but the simplest procedures [75]. This is particularly true in areas like deep learning where we need computers in order to understand and test whether “deep learning” algorithms really do what they are intended to do, and do so in real time [75].

Finally, while there is large agreement on the focus on computation and algorithms, there continues to be an evolving focus on information. Information, as Samuel Johnson initially defined, can be referred to as intelligence given [76]. Others, including Duranti, have referred to information as a message or knowledge which has been voluntarily conveyed, or a message intended for communication over time and space [77],[78]. Accepting these definitions of information, we can then see how information can be argued to be a central focus of computer science. As Forsythe noted originally, computer science is not the study of computers or of algorithms, but of information [79]. Others have agreed, including Denning, who notes that, at its foundation, computer science is the art and science of representing and processing information and, in particular, processing information with the logical engines called automatic digital computers [80],[81]. This focus was embedded in Denning’s extended discussion on computer science where he identified the fundamental question, suggesting that computer science, at its core, is simply the body of knowledge dealing with the design, analysis, implementation, efficiency, and application of processes that transform information [70]. From an information perspective, computer science studies how to represent and (algorithmically) process information, as well as the machines and systems that do this. As Hartmanis and Lin note elegantly [82]:

*For the physicist, the object of study may be an atom or a star. For the biologist, it may be a cell or a plant. But computer scientists and engineers focus on information, on the ways of representing and processing information, and on the machines and systems that perform these tasks.*

Looked at collectively, the various defining perspectives on computer science provide us a stable foundation for discussions relating to the discipline of computational archival science. At its core, one can conclude that, rather than being focused on the record from an archival science perspective, or on humans from an information science perspective, computer scientists focus generally on the systems that are being created and the various computational systems that are being used for a variety of purposes. This grounds the discipline both theoretically and from an applied perspective in computation, makes computer science an essential element of Computational Archival Science [20]. While there are many different research areas that computer science pursues, its focus on the feasibility, structure, expression, and mechanization of algorithms, systems, and networks, as well as critical research into how to most effectively acquire, represent, process, store, communicate, and access information, highlight the central driving role that computer scientists have to play in the long term CAS research agenda.

Over the last few years there has been an increasing blending between computational science and archival science, especially in the area of big data. This blending is perhaps most noticeable in the areas of provenance. To the computer scientist, provenance is important from a records perspective, particularly when looking at systems, artefacts, individual records within systems and their processing. Just as an archival scientist wants to understand how a record is shaped over time, the computational scientists has many reasons to want to understand this same information. Additionally, the computational scientist is also focused clearly on understanding how this provenance changes over a time window and the impact of this change on systems, performance, algorithms, etc. Such research is critical within the discussion of big data, especially within the area of big data security, privacy and trust.

**IV. SEEING THREE DISCIPLINES AS ONE – BUILDING A FOUNDATION FOR BIG DATA AND CAS**

In order to bring the disciplines together and start to understand the transdisciplinary opportunities that exist for both the CAS domain and big data research environment, we begin with an inversion exercise that aims to blend together the key attributes from Max-Neef’s analysis for each of the disciplines. By articulating the key elements of each discipline in this way, one can then compare the similarities and differences between the various fields and more effectively draw conclusions. The list of items is shown in Figure 1.

<table>
<thead>
<tr>
<th>Disciplines</th>
<th>Archival Science</th>
<th>Information Science</th>
<th>Computational Science</th>
</tr>
</thead>
<tbody>
<tr>
<td><strong>Must Do</strong></td>
<td>Understand how we make records persistent in time</td>
<td>Understand the human aspect of information and technology interaction</td>
<td>Understand the theory of computation and optimal design of a system</td>
</tr>
<tr>
<td><strong>Want To Do</strong></td>
<td>Focus on the record and preserve it</td>
<td>Understand the socio-technical construct of information networks</td>
<td>Apply this understanding to problems while enabling best practice design and computation</td>
</tr>
<tr>
<td><strong>Can Do</strong></td>
<td>Understand the facts that relate to an act of transaction</td>
<td>Understand the information behaviors of humans interacting in a wide variety of settings</td>
<td>Understand the feasibility, structure, expression, and mechanization of algorithms, systems, and networks</td>
</tr>
<tr>
<td><strong>Can Know</strong></td>
<td>Authenticity and truthfulness</td>
<td>Know how human actors process information and optimize their</td>
<td>How to most effectively acquire, represent, process, store, communicate,</td>
</tr>
</tbody>
</table>
Fig. 1. Seeing The Disciplines Through A Multi-Disciplinary Lenses

As we reflect on the table, the difference in the focus, goals, and approaches starts to become clear. These differences relate to the state of the CAS discipline today and indeed much of the research going on within the big data research domain in which weak coupling exists between the knowledge in each of these disciplines. Indeed, as is common in big data practice, a person may have studied, simultaneously or in sequence, more than one area of knowledge, without making any connections between them. One may, for example, become competent in archival science, information science, or computational science, without generating any cooperation between the disciplines. What’s more, while research intent of often transdisciplinary, it is arguable that, especially within the domain of CAS and big data, research practice is multidisciplinary at best, with many multidisciplinary teams of researchers and technicians carrying out analysis and research separately from each other and separate from implementation. The end results of these collaborations are often seen from the perspective of their individual disciplines, with the final result being a series of “reports pasted together, without any integrating synthesis.” [5]

In order to start closing these gaps particularly as it relates to CAS, we begin by making the decision to pivot our thinking and perspective and removing the disciplinary focus. By doing so, we move closer to a more integrated understanding and definition of computational archival science, while highlighting the key themes discovered in our research. This is shown in Figure 2.

<table>
<thead>
<tr>
<th>Disciplines</th>
<th>Archival Science</th>
<th>Information Science</th>
<th>Computational Science</th>
</tr>
</thead>
<tbody>
<tr>
<td>experience and interaction</td>
<td></td>
<td>and access</td>
<td></td>
</tr>
<tr>
<td>and access information</td>
<td></td>
<td>information</td>
<td></td>
</tr>
</tbody>
</table>

Fig 2. Seeing The Disciplines Through A Single-Disciplinary Lenses

As can be seen in figure 2, by changing our own lenses, the archival, information, and computer sciences themes are all emphasized within the one multi-disciplinary construct. For example, working together as a single discipline, the archival scientists focus on understanding how to make records persistent over time is balanced against the information scientists desire to understand the human aspect of information and technology interaction. This, in turn, is balanced against the computer scientists desire to understand the theory of computation & optimal design of systems. This balance is absolutely essential for solving some of the most pressing big data problems that we are facing today, and is important when one seeks to create a single, comprehensive definition of computational archival science.

A. Analyzing The Components

Now that we understand the base elements that could make up the CAS field in a multi-disciplinary or “pluridisciplinarity” approach, we then turn to analyzing the components against the initially proposed definition of CAS. As was originally noted, the initial definition of CAS was:

“A transdisciplinary field concerned with the application of computational methods and resources to large-scale records/archives processing, analysis, storage, long-term preservation, and access, with the aim of improving efficiency, productivity, and precision in support of appraisal, arrangement and description, preservation, and access decisions.” [10]

As is evident in the above, the must do items from archival science are well covered within the initial discipline, with a focus on long term preservation, arrangement and description being well identified. From an information science perspective, the only words that are referenced within the definition that relate to the information science perspective are “access” and “access decisions”. This highlights that only weak reference to the information science domains is incorporated within the current definition. Indeed, no reference is made to the human operator, or any human focused technology impact. This is a significant weakness, especially in the context of big data. Finally, we see that the current definition contains major gaps from a computational science perspective. From a must do perspective, the definition of CAS does refer to the “application of computational methods and resources”. That said, it is a question whether this also refers to any theoretical research or computational science approaches. There is also no comment or reference relating to understanding the best practice computational and system design, a critical problem domain within computer science. This strongly applied perspective leaves much room for future work and is one of the many findings from this initial research exploration.

Moving forward, we then shift our focus to the “Can Do” and “Can Know” dimensions of Max-Neef’s framework [5]. In doing this, we see that there are major gaps that relate to the current definition. For example, there is no reference to
understanding facts that relate to an act or transaction in a specific way other than an implied relationship to the core archival forms of description. There is also no specific comment referencing authenticity, truthfulness, or the language used commonly within the field of diplomatics.

With this in mind, it is clear that there are significant opportunities for future work and the evolution of the current definition of CAS, including more research time spent understanding how the concepts of authenticity and truthfulness will be reflected in the CAS and the big data domain. There is also no clear link between the aims of the initial definition, which including improving efficiency, productivity, and precision and the core disciplines. Is pursuing efficiency, for example, purely a computer scientific pursuit that relates to workflows, or a human centric approach that needs the input of an information science perspective. Both, arguably, are needed, especially as one considers the ongoing changes [87].

In order to work toward a final unifying definition and framework for CAS, we now turn back and revisit the initial layout from our model from Figure 2, which shows, in italics and bold, the deficiencies and opportunities that exist for research collaboration and growth. This is shown in Figure 3.

<table>
<thead>
<tr>
<th>Computational Archival Science (CAS)</th>
<th>Must Do</th>
<th>Want To Do</th>
<th>Can Do</th>
<th>Can Know</th>
</tr>
</thead>
<tbody>
<tr>
<td>Record persistent in time and space</td>
<td>Preserve the record</td>
<td>Facts related to the act of transaction</td>
<td>Authenticity and truthfulness</td>
<td></td>
</tr>
<tr>
<td>Human aspect of information and technology interaction</td>
<td>Socio-technical construct of information networks</td>
<td>Information behaviors of humans interacting in a wide variety of settings</td>
<td>Human actor information processing information and optimize their experience and interaction</td>
<td></td>
</tr>
<tr>
<td>Understand the theory of computation and optimal system design</td>
<td>Optimized practice design and computation</td>
<td>Optimized feasibility, structure, expression, and mechanization of algorithms, systems, and networks</td>
<td>Optimal information acquisition, representation, processing, storage, communication, and access</td>
<td></td>
</tr>
</tbody>
</table>

Said together, the new definition of Computational Archival Science can be stated as the following:

**Computational Archival Science (CAS) is a transdisciplinary field grounded in archival, information, and computational science that is concerned with the application of computational methods and resources, design patterns, socio-technical constructs, and human-technology interaction to large-scale (big data) records/archives processing, analysis, storage, long-term preservation, and access problems, with the aim of improving and optimizing efficiency, authenticity, truthfulness, provenance, productivity, computation, information structure and design, precision, and human technology interaction in support of acquisition, appraisal, arrangement and description, preservation, communication, transmission, analysis, and access decisions.**

As one stops to reflect on this new, more comprehensive definition, it is useful to review this definition in light of some of the areas within the big data research world where a new approach - which truly incorporates all disciplinary perspectives from archival, information, and computational science background - appears fruitful. For example, while researchers like Avison & Elliot have proposed developing new theory for big data problems relating to optimal computational & system design for distributed systems, theoretical and practical work in these areas has not moved forward due to a lack of proper consideration of provenance – a core archival science construct [26]. From the outside, one would assume that distributed systems represent a fruitful area for future research especially within the area of big data and CAS. Within the distributed systems landscape, understanding both retrospective and prospective provenance can provide great benefit to individuals working with such systems, developing workflows, conducting and development new methods for data audit, and many others. That said, as Dr. Lemieux points out, distributed systems make it challenging to capture provenance from “processes that are distributed over multiple, heterogeneous, autonomous systems. Each of these
systems may be expected to provide some fragment of provenance, requiring post hoc composition of these fragments.” [4].

What’s more, as vast networks of interconnected information and processing systems are put into place, storage and retrieval are bound to be issues that also deserve research attention. Again, these areas, as well as other, remain underserved. This is surprising, especially considering the big data challenges that exist and which are impacted by this work in the areas of social web search and mining, peer-to-peer search, cloud, grid, and stream data mining, as well as link and graph mining. While there are various arguments that one could propose around why these gaps exist, our exploration of the initial deficits highlights the need to form “a deeper understanding of provenance itself is needed in order to cope with new forms of documentation and new modes of communicating and processing information.” [4] For example from an archival perspective, one critical outstanding issue will require us to solve the problem of identifying who can be considered the creator of an archival object. This is particular true as organizations change at an ever increasing rate [4].

V. EXPLORING EMERGING PROBLEM DOMAINS & MISSED OPPORTUNITIES

Now that we have completed our analysis of the current definition and proposal of a new comprehensive definition, we turn our attention to focusing on the evolving research areas that can benefit especially within the context of big data. In this quick discussion, we will seek to understand the opportunities for future work which can be covered using a comprehensive research agenda.

Over the past couple of years, CAS researchers have started focusing their energy on a number of key areas, including:

- Archival material analysis including text-mining, data-mining, sentiment analysis, network analysis.
- Scalable services for archives and archival processing, including identification, preservation, metadata generation, integrity checking, normalization, reconciliation, linked data, entity extraction, anonymization and reduction. Archival here includes appraisal, arrangement and description.
- Development of new forms of archives, including Web, social media, audiovisual archives, and blockchain.
- Cyber-infrastructures for archive-based research and for development and hosting of collections.
- Big data and archival theory and practice. This includes digital curation and preservation. Crowd-sourcing and archives. Big data and the construction of memory and identity. Specific big data technologies (e.g. NoSQL databases) and their applications. Corpora and reference collections of big archival data. Linked data and archives. Big data and provenance. Constructing big data research objects from archive.

While these are excellent starting point, a comprehensive review of the literature and the problem areas within big data shows many areas where significant opportunities for CAS related research existed that had been previously but indirectly flagged by researchers in other fields. These focus areas for future research include:

- Machine learning, prediction & forecasting research [27], including research relating to deep learning methods and other statistical methods, as well as the optimal design of algorithms, that can correctly classify and categorize records and their resulting meta-data [88],[89],[90],[91],[92],[93].
- Natural language understanding research which will transform our current, primitive, AI text analysis capabilities and truly understand the context of language. Such research is critical to enabling us to build machines that can truly interact with us. [94],[95],[96],[97]
- High performance computing [28] research, including specific work in the areas algorithms, computability & complexity that is directly related to CAS [98],[99],[100].
- Human computer interaction (HCI) research that supports information systems work [29], including an understanding of the role of the human in autonomous technology operations settings [101],[102].
- Distributed ledger research including blockchain research that can explore how to optimally preserve the archival bond within database systems [103],[104],[105],[106].
- New methods for information accumulation, storage, search, and discovery, especially in information rich environments where multiple media are used as inputs for feature analysis and information retrieval.
- Detailed research into neuro-biology, especially research that enables a deeper understanding of how the human brain processes information.

In addition to this work, system design, architecture & information systems work that supports computational scientific needs relating to CAS [30] is needed. Research relating to operating systems may hold promise and enable us to break some of the linked data problems that we are facing, as well as problems in the areas of network & application security,
software analysis & testing, computational vision, knowledge based artificial intelligence including reinforcement learning, computer networking research which will directly impact data provenance, robotics work, as well as education & educational technology related work.

From an applied perspective, there are also many specific fields that could benefit from the inclusion of the above into the wider CAS research body, including transportation & networks, financial services & banking, natural resources & geophysics [31], journalism, psychology & cognitive science [32], legal, crime & criminal justice [33], sociology and community research [34], digital transformation [35], enterprise risk management, data warehousing & database systems, and business technology management [36][37]. Future papers will be dedicated to exploring these areas in depth.

In addition to this, as noted by researchers including Dr. Lemieux, there remains a pressing need to develop solutions to “more easily extract provenance information” [4]. This is clearly pressing within the domain of information science, particularly for “human-in-the-loop” cognitive systems that are designed to capture provenance from processes that are distributed over multiple, heterogeneous, autonomous systems (machine and human). The short time window for the capture of this information and the potential errors relating to the capture of this information are significant areas for future work because of their ability to negatively impact the capture of analytical provenance information. This judgement can also be clouded by the individuals own experience. Tackling this problem at scale will also require researchers from many disciplines to think about how to most effectively store, index, and retrieve the information.

Finally, as is not surprising, there are significant opportunities within the area of big data security research that are relevant and pressing. Within the areas of big data security, privacy and trust, intrusion and anomaly detection are critically important avenues that would benefit from a cross-disciplinary perspective, as is large scale network visualization. The development of methods that enable the location of personal and private information within large corpuses, methods that enable large scale information processing, especially visual and textual information, methods that enable more effective information search (supporting the challenges of eDiscovery and supervision), and other methods, would be very useful. There is also significant work that is needed relating to the methods used in large scale natural language processing, event prediction, big data search, autonomic computing, and records management.

VI. CONCLUSION

As is evident in this paper, while the current definition of CAS provided a great roadmap in in the past, the identified gaps, and newly proposed definition, provide a fruitful starting point that can open up significant opportunities for future work and collaboration in many areas. To succeed in building truly intelligent machines, we must start by using Computational Archival Science principles to build algorithms that can understand context, interact with human inputs, and store data and information in new ways. Success in this pursuit will be measured differently in both academic and industry, but will require significant work by many groups to bring together differing view point and various bodies of research work and practice while building unified CAS domain. As Max-Neef notes, strong transdisciplinarity is truly an unfinished project which demands many efforts of systematization to be undertaken. [5] In the case of big data and CAS, it is hard to dispute this argument, especially considering the problems that need to be addressed and the amazing opportunities that exist as we look ahead.

ACKNOWLEDGMENT

Special thanks to Dr. Victoria Lemieux, Associate Professor, Blockchain @UBC Cluster Lead, and my doctoral senior supervisor, for her continued support, inspiration, patience, and guidance.

REFERENCES


